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Short summary

Public Transport Networks (PTN) are complex dynamical systems in which supply and demand
continuously interact. Mobility interventions are introduced to address market failures and critical
operating conditions, such as congestion, yet their behavioral effects are often difficult to evaluate
causally. The Box-Tiao model provides a useful econometric framework for intervention analysis,
but offers limited insight into causal mechanisms and heterogeneous responses over time. This
study proposes a flexible multivariate causal learning framework based on graphical models to
dynamically estimate intervention effects at both the population and individual levels. The frame-
work generalizes the classical Box-Tiao model, which can be recovered as a marginal case. We
apply the approach to the public transport fare incentive program introduced in Hong Kong in
2014. The results show that the proposed method can identify intervention effects, estimate the
associated parameters, and uncover the direct influence of user characteristics on incentive adop-
tion.
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1 Introduction

Mobility patterns are heavily time-dependent: working hours, school holidays, and other calendar
features drive mobility demand. In this context, mobility systems often face capacity limits that
conflict with socioeconomic efficiency. In this regard, mobility research has extensively focused on
solving the induced problems, such as congestion or delays. This implies a range of policies that
either focus on supply (eg. increase or diversify mobility supply, dynamically adapt supply) or
demand (eg. provide information or incentives to influence individual mobility behaviors).

Among demand-oriented solutions, fare incentive programs seek to provide fare discounts to users,
at strategic times and locations to redistribute the demand in space and times. Several works have
investigated fare incentive programs through choice modeling (Zhou et al., 2022), data-driven anal-
ysis (Wang et al., 2025), and static causal graph models(Wu et al., 2025), but these works do not
deal with the dynamic tuning and scalable implementation of such fare policies. Therefore, there
is a need to formulate a modeling framework that answers the following questions: To what extent
policy interventions, such as fare incentives, achieve the desired outcome? How can we model the
multivariate effects of policy interventions on longitudinal behaviors?

The paper provides a data-driven, multivariate framework to dynamically assess intervention effects
on Public Transport Networks (PTN). It relies on a causal discovery and causal inference, using
graphical models (Lauritzen, 1996). Graphical models allow for the incorporation of observed user
features, which are used to define individualized incentive programs. The basic principles of causal
graphical modeling allow recovering conditional treatment effects, corresponding to intervention
effects on individualized subpopulations. The unique approach of this work is the introduction of a
parametric dynamic graphical model that allows us to (1) identify interventions effects, (2) estimate
the associated parameters and (3) uncover the causal structure between user characteristics and
incentive adoption.
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2 Methodology

A common practice in economics is to model the evolution of a response variable over time by
estimating its expectation µ

(t)
m at each time t with the help of sample mean estimates for the

response variable X
(t)
m at time t. The Box-Tiao approach provides estimators for the effects of

a perturbation of the law of X(t)
m using the time series µ

(t)
m = E[X(t)

m ] (Box & Tiao, 1975). This
gives a simple and effective method for giving quantitative answers to questions such as, How
much did the incentivization program impact the response over time? However, the Box-Tiao
model is definitively univariate, and does not allow for the incorporation of features describing
mobility behavior and also lack of causality-based effect assessment. This means that the method
is inadequate to answer questions guiding individualized incentivization policies, such as, Given
that the traveler has a relatively flexible schedule, how much did the incentivization impact the
response?

We introduce a causal graphical model to give a multivariate extension of the Box-Tiao model
with a explicitly embedded causal mechanism that allows us to causally estimate individualized
incentivization effects over time, while recovering the classic Box-Tiao approach as a marginal time
series.

a) Graphical Modeling

Modeling framework - Let X
(t)
j be the random variables corresponding to a set of m features

describing mobility behaviors over time, including the response variable X
(t)
m . We assume the data

is distributed with respect to a Directed Acyclic Graph (DAG) G = ([m], E). The j-th random
variable is linked to its parents paG(j) ⊂ [m] and are related such that:

X
(t)
j =

∑
k∈paG(j)

λkjX
(t)
k + ε

(t)
j , ε

(t)
j ∼ N (ρ

(t)
j , ω

(t)
j ) (1)

where λkj ∈ R are the direct effects, ρ(t)j ∈ R is the error mean, ω(t)
j ∈ R>0 is the error variance

and the ε
(t)
j are mutually independent. A choice of parameters establishes a distributional law for

the random vectors X(t) = (X
(t)
1 , . . . , X

(t)
m ), t ≥ 0. The structure of the graph is static, meaning

that there is no creation or removal of an edge over time. In this framework, the sample mean µ
(t)
m

of the response variable X
(t)
m at time t has an induced parameterization encoding how it is effected

by the features. Let P(k,m) denote the set of directed paths P = k → i1 → i2 → · · · → m from k

to m in G. Then µ
(t)
m = E[X(t)

m ] is parametrized as:

µ(t)
m = ρ(t)m +

m−1∑
k=1

∑
P∈P(k,m)

ρ
(t)
k

∏
k→i∈P

λki (2)

Since the parameters λki in (1) encode the direct effect of Xk on Xi, summing over the products
ρ
(t)
k

∏
k→i∈P λki as in (2) encodes the effects of the features on the mean variable µ

(t)
m . In this way,

the parameterization of µ(t)
m we give in (2) allows us to encode the effects of the mobility behavior

features X1, . . . , Xm−1 on the mean of the response Xm.

One way to parameterize the effects of an intervention at time ti in this model is to assume

ε
(t)
j = e−β(t−ti)ε

(ti)
j + (1− e−β(t−ti))ε∗j , t ≥ ti (3)

for some β ∈ R>0 and ε∗j ∼ N (ρ∗j , ω
∗
j ) parameterizing a limiting distribution X∗ = (X∗

1 , . . . , X
∗
m)

as in (1). In this way, observations drawn from the joint distribution X(t) = (X
(t)
1 , . . . , X

(t)
m ) for

t following the time of intervention ti are a mixture of the behavior just before intervention and
the eventual limiting behavior modeled by X∗. The parameter β governs the rate of progression
towards this limit over time.

The goal of this work is to connect the classic (univariate) Box-Tiao models for the mean µ
(t)
m

of the response X
(t)
m to the graphical model parameterization (1) and therefore introduce causal

relationships between explanatory and response variables. As we will see below, the Box-Tiao
models for the time series µ

(t)
m can be recovered as a marginal time series for the response X

(t)
m
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in the multivariate time series X(t) = (X
(t)
1 , . . . , X

(t)
m ) given by (1) with intervention modeled as

in (3). This allows us to extend the classic Box-Tiao models to recover individualized incentiviza-
tion effects by computing conditional expectations in X(t), which are easily computed using classic
techniques from graphical modeling. For instance, in the following, Maximum Likelihood Estimates
(MLE) of λ, ρ, ω and therefore µ are computed at each time step as described in Boege et al. (2025).

Causal discovery - Retrieving the causal structure of the data given by the DAG G = ([m], E) is
often referred to as causal discovery. It consists of finding the conditional independence relation-
ship between variables given a data distribution. According to relationships, there exists a class of
Partially Directed Acyclic Graphs (PDAG), that describes the causal and probabilistic dependence
structure of obtainable from the observed data.

Several algorithms can be used to perform this task, and the reader might want to refer to Rios et
al. (2025) for a thorough benchmark of existing methods. In this work, we use Greedy Equivalence
Search (GES), which is one of the most used causal discovery algorithms (Maxwell Chickering,
2002). The principle is the following: GES starts with an empty graph and iteratively adds, and
then removes, edges to maximize a score function, like Bayesian Information Criterion (BIC).

b) Dynamic Integration of Interventions using the Box-Tiao model

First-order difference equation - Box-Tiao models are originally studied in the context of time
series intervention (Box & Tiao, 1975). These objects are useful for a range of fields such as elec-
trical engineering, control engineering, and economics. In this perspective, economic intervention
is seen as an external stimulus that influences the observed outcome, i.e. the response variable
Xm. Let s be the step function that represents the presence of an intervention defined as:

s(t) =

{
0 if t < ti
1 if t ≥ ti

(4)

where ti is the time of intervention. The time series of µ
(t)
m , which represents the mean of the

response variable X
(t)
m , can be written as a difference equation (Box & Tiao, 1975):

µ(t)
m = δ1µ

(t−1)
m + w0s

(t) + n(t)
m (5)

where w0 ∈ R, δ1 ∈ (−1, 1), and n
(t)
m is an Seasonal Auto-Regressive Integration Moving Average

process (SARIMA) process of orders p, d, q, P,D,Q ∈ N, with AR coefficients ϕ1, ..., ϕp, seasonal
AR coefficients Φ1, ...,ΦP , MA coefficients θ1, ..., θq and seasonal MA coefficients Θ1, ...,ΘQ ∈ R.

Solutions - When solving 5 as shown in Appendix A1, the time series becomes:

µ(t)
m =

{
µ
(ti)
m + n

(t)
m if t < ti

µ
(ti)
m e−β(t−ti) + κ(1− e−β(t−ti)) + n

(t)
m if t ≥ ti

(6)

where κ = w0

1−δ1
is the limit value of the response variable when t → ∞ and β = − ln(|δ1|) de-

scribes the speed at which the response variable switch from pre-intervention level µ(0)
Y to stable

post-intervention level κ. We have the following connection with β in (3):

Theorem - Suppose that the data-generation process follows a law for X(t) = (X
(t)
1 , . . . , X

(t)
m ) given

by the parameterization (1) with intervention effect as in (3) for some unknown DAG G = ([m], E)

and parameters λkj , ρ
(t)
j , ω

(t)
j , β. Let X(t)

m ∼ N (µ
(t)
m , σ

(t)
m ) denote the marginal distribution of X(t)

m ,
and X∗ = (X∗

1 , . . . , X
∗
m) denote the limiting law of the intervention. Then the parameter values

w0 and δ1 solving the Box-Tiao model (5) satisfy

E[X∗
m] = κ =

w0

1− δ1
and β = − ln(|δ1|).

In words, the Box-Tiao model is recovered as a marginal of the multivariate causal model given
by (1) and (3). As noted in Appendix A2, we assume constant effects λki along the edges k → i
over time.
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c) Parameters Estimations and Causal Interpretations

Parameters - Considering the time series µ̃
(t)
m as µ

(t)
m centered on pre-intervention data, we have

µ̃
(ti)
m = 0 and we therefore analyze:

µ̃(t)
m =

{
n
(t)
m if t < ti

κ̃(1− e−β(t−ti)) + n
(t)
m if t ≥ ti

(7)

where κ̃ = κ− µ
(ti)
m . The parameters to estimate are p = (κ̃, β, ϕ1, ..., ϕp,Φ1, ...,ΦP , θ1, ..., θq,

Θ1, ...,ΘQ). The usual procedure is then to fit a SARIMA model on pre-intervention data and
then remove it from post-intervention data to retrieve the effect of the intervention term (Aliffia
et al., 2024). However, a more straightforward approach consists of using the SARIMA for exoge-
nous variables (SARIMAX) framework, which is based on state-space models (Durbin & Koopman,
2012) and has already been used for intervention analysis (Mphanya et al., 2025). With SARIMAX,
it is possible to estimate all parameters except β, which is included inside the intervention term. To
overcome this issue, we estimate β numerically by minimizing the likelihood L of SARIMAX model.

Average Treatment Effects (ATE) - The ATE is computed for each variable j as E[X∗
j ] −

E[X(ti)
j ], which captures the change in the average user behavior due to the intervention. The

term E[X∗
j ] ≈ µ∗

j which can be computed using (2) for any variable j. It requires an estimate of
ρ∗j , which can now be obtained using (3), and our β estimate. The term E[X(ti)

j ] ≈ ρ
(ti)
j is one of

our MLE outputs. The computation of ATE combines the Box-Tiao estimation with the estimates
of the causal parameters to obtain more detailed insights into the long-term effects of the incentive
on subpopulations.

Computation steps - To summarize the methodological framework, here are the following steps
using data with a set of explanatory variables X1, ...Xm−1 and one response variable Xm.

1. Causal Discovery : we feed GES algorithm with input data X1, ...Xm and it estimates the
graph G = (V, [m]) to which the data distribution is faithful (Maxwell Chickering, 2002).

2. Estimation of λ and µ: we find MLE based on Boege et al. (2025) for each time step t.

3. Estimation of the dynamic model : we estimate SARIMA parameters (ϕ1, ..., ϕp,Φ1, ...,ΦP ,
θ1, ..., θq,Θ1, ...,ΘQ) and intervention term parameters κ̃ and β using the SARIMAX frame-
work (Durbin & Koopman, 2012).

4. Computation of the ATE : owing to the β and MLE estimates, we can now compute ATE
from which we can draw conclusions on the average user behavior.

3 Results and discussion

a) Data

In 2014, the PTN of Hong Kong implemented a fare incentive policy, which aimed to reduce
congestion during peak hours (8:15 to 9:15 am). The incentive consisted of a 25% discount on fare
for users tapping out at one of the 29 stations targeted by the policy, between 7:15 and 8:15 am.
Consecutive to this policy, Wang et al. (2025) identified 3 behavioral groups:

• Late Adopters who used to travel after 8:15 and now adopt the incentive;

• Early Adopters who used to travel before 7:15 and now adopt the incentive;

• Conservatives whose behaviors don’t change.

The data is extracted from Automatic Fare Collection (AFC) systems from July 2014 to October
2015. We select a panel of consistent users for our longitudinal analysis, that is any adult user
having more than 10 trips per month at any promotion stations during morning period (6:00 to
10:00 am). Also, we ensure that users have trip records for any three consecutive months over the
study period. We end up with a panel of 21,437 users, representing 5,453,047 logs over the study
period. Table 1 introduces the user characteristics used for each trip.

In addition, model performance is evaluated with Normalized RMSE (NRMSE =
√

1
n

∑
(y−ŷ)

ymax−ymin
).
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Table 1: Description of features

ID Description
Tap-out time OutTime Tap-out time
Percentage of weekdays %Weekday Number of weekdays with travel / total number of days with travel
Temporal Fidelity TempFid Average number of days with travel per week
Temporal Flexibility TempFlex First trip tap-in time standard deviations on weekdays
Spatial Fidelity SpaFid The percentage of trips that start or end at the station that a user

visits most in a month
Spatial Flexibility SpaFlex The standard deviation of the relative importance (RI is the share of

tap-ins made at station s ∈ S for user u among all tap-ins of u in S)
Home Fidelity HomeFid The mean of the number of trips that begin or end at the inferred

home station of the user per day in a month
Home Flexibility HomeFlex The standard deviation of the number of trips that begin or end at

the inferred home station of the user per day in a month

b) Model Estimation

Figure 1 shows parameter estimates and displays time-series reconstruction according to the es-
timated models for the 3 groups Late Adopters, Early Adopters, and Conservatives, respectively
modeled with SARIMA(p,d,q)(P,D,Q,s): (1,0,1)(0,1,1,7), (0,0,1)(1,1,1,7) and (0,0,1)(1,1,0,7), plus
an intervention term. Results show good performance for late (NRMSE=0.066) and early adopters
(NRMSE=0.067), while the performance metric for conservatives are less robust (NRMSE=0.115).
All models require seasonal differencing at the week level (D=1, s=7). However, the structure of
the auto-regressive and moving average components differs from one model to another.

Late Adopters
ϕ1 = 0.9687∗∗

Φ1 = -
θ1 = -0.7568∗∗
Θ1 = -0.9430∗∗
κ = -14.3238∗∗

Early Adopters
ϕ1 =-
Φ1 = 0.1751∗∗
θ1 = 0.2781∗∗
Θ1 = -1.1417∗∗
κ = 14.7286∗∗

Conservatives
ϕ1 = -
Φ1 = -0.4588∗∗
θ1 = 0.3776∗∗
Θ1 = -
κ = 1.6252ns

Figure 1: Left: Visualization of true time series µ
(t)
m (blue curve), modeled time series (orange curve),

and intervention term (green curve) for each behavioral group. Right: Corresponding parameters estimates
(right). Significance level: ∗∗ p-value < 0.01, ∗ p-value < 0.05, ns p-value > 0.05

The core of the modeling approach lies in the evaluation of intervention coefficients. First, κ coef-
ficient is significant for late adopters and early adopters, and non-significant for conservatives. It
means that the intervention model is consistent for adopters and rejected for conservatives, which
proves the ability of our model to finely capture the effect of the intervention. Moreover, κ > 0
for early adopters means that the intervention causes an increase in tap-out time, while κ > 0 for
late adopters means that the intervention causes a decrease in tap-out time. It captures well the
effect of the intervention on mobility patterns for each group. Second, β is numerically computed
and given only if the κ coefficient is significant. Late adopters (β = 0.0046) display a slower trend
than early adopters (β = 0.0094), suggesting the distribution of adoption time for early adopters
is more concentrated toward the intervention time period. This shows a stronger engagement of
early adopters compared to late adopters towards taking the incentive, which is not what the fare
incentive policy was primarily aimed for.
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c) Causal Graph and Average Treatment Effects

Figure 2 shows the causal structure of the data found using the GES algorithm. Causal relation-
ships pointing towards the response variable Xm (tap-out time) involve Percentage of weekdays,
Temporal Flexibility, Spatial Flexibility, and Home Flexibility. These results are consistent with
Wu et al. (2025), who highlighted the causal role of flexibility in taking the incentive.

Figure 2: Estimated Causal Graph

Variable j Late Early µ
(ti)
j

Tap-out time -14.84 5.05 76.87
TempFid -3.72 -3.95 5.89
%Weekday -0.05 -0.01 0.72
TempFlex -32.19 -52.95 23.07
SpaFlex 0.23 0.25 0.15
SpaFid 0.01 0.00 0.42
HomeFid -0.02 -0.02 0.95
HomeFlex -0.44 -0.36 0.12

Table 2: Average Treatment Effects

ATE are shown in Table 2. The sample mean of each variable (including all profiles) is also
provided to give an order of its scale. The intervention negatively changed late adopters expected
tap-out time (-14.84) and positively changed early adopters expected tap-out time (+5.05). This
is consistent with observations as late adopters travel earlier to catch the incentive, and early
adopters travel later for the same reason. Also, the intervention caused the average adopter to be
more strict in its temporal behavior, reducing its temporal flexibility (late: -32.19; early: -52.95)
and also diminishing the consistency of its previous temporal habits captured by their temporal
fidelity (late: -3.72; early: -3.95). The incentive led the average user to be more spatially flexible
(late: +0.23; early: +0.25) and more regular regarding its home trips (late: -0.44; early: -0.36).
To a larger extent, this suggests an effect of the incentive on the purpose of the trip (eg. would
I skip an activity to catch the incentive? ) and the location of activity (eg. would I leave the the
subway further away from work to catch the incentive? ). Answering these questions more finely
would require the inference of socio-economic and land-use data.

4 Conclusions

This work investigates the use of causal inference techniques based on graphical modeling for in-
tervention analysis. The novelty of the proposed approach lies in the development of new model
for causal behavior response under interventions , based on a re-parametrization of existing models
with knowledge from Box-Tiao. Using fare incentives as a case study, the model introduced in this
research is able to (1) correctly assess the effect of intervention, (2) evaluate the corresponding
intervention term parameters, namely speed of transition (β) and the induced level of response
variable (κ), and finally (3) estimate causal structure and causal effects of relevant variable of
the response variable. It shows the role of spatio-temporal flexibility in the observed behavioral
changes.

This work is a first step towards better controlling and monitoring of public transport systems
through user incentivization. Further work could use the versatility of this modeling approach
to study the response variable’s variance or study other behaviors such as attrition (ie. dropout
after incentive adoption). Also, with sufficient data, parameters β and κ can be tuned to orient
decision-making in a dynamic and capacity-contained and/or revenue-constrained policy setting.
By conditioning on relevant variables, suitable subpopulation groups can be found (eg. most flex-
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ible users) to fine-tune the level of incentive which should be proposed, that is, knowing when
and to what extent to incentivize or re-incentivize. Our approach is purely data-driven and solely
focuses on AFC data, but additional socio-economic and land-use information might significantly
improve the accuracy of the model and help to condition on more relevant variables.
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A Appendices

A1. Solution for the difference equation

From (5) and for t ≥ ti, we have the first-order non-homogeneous linear recurrence µ(t)
m = δ1µ

(t−1)
m +

w0, with the non-homogeneous part being constant. The general solution is a combination of the
solution to the corresponding homogeneous (H) and a non-homogeneous (P) parts of the recurrence
µ
(t)
m = µH

m + µP
m, where µP

m = w0 + δ1µ
P
m ⇔ µP

m = w0

1−δ1
and µH

m = Cδt1, where C is a constant.

Using initial conditions, C = µ
(ti)
m − w0

1−δ1
, and we have:

µ(t)
m =

{
0 if t < ti

µ
(ti)
m δt1 +

w0

1−δ1
(1− δt1) + n(t) if t ≥ ti

(8)

Therefore, we can re-parameterize (8) with β = − ln(|δ1|) and κ = w0

1−δ1
to get (6), as stated in the

Theorem.

A2. Lambda constant assumption

Under the assumptions stated in the Theorem, we can verify the result by computing the marginal
expectation µ

(t)
m of X(t)

m for t ≥ ti in the model given by (1) and (3) and see that the result identifies
the parameters δ1 and w0 in (6):

E[X(t)
m ] = ρ(t)m +

m−1∑
k=1

∑
P∈P(k,m)

ρ
(t)
k

∏
k→i∈P

λki (by (2))

=
(
ρ(ti)m e−β(t−ti) + ρ∗m(1− e−β(t−ti))

)
+

m−1∑
k=1

∑
P∈P(k,m)

(ρ
(ti)
k e−β(t−ti) + ρ∗k(1− e−β(t−ti))

∏
k→i∈P

λki

 (by (3))

=

ρ(ti)m +

m−1∑
k=1

∑
P∈P(k,m)

ρ
(ti)
k

∏
k→i∈P

λki

 e−β(t−ti)

+

ρ∗m +

m−1∑
k=1

∑
P∈P(k,m)

ρ∗k
∏

k→i∈P

λki

 (1− e−β(t−ti)) (by (2))

= E[X(ti)
m ]e−β(t−ti) + E[X∗

m](1− e−β(t−ti))

= µ(ti)
m e−β(t−ti) + µ∗

m(1− e−β(t−ti)) (since µ(t)
m is defined as E[X(t)

m ]).

(9)

When the SARIMA process n
(t)
m has mean 0, the Box-Tiao model sets E[X(t)

m ] = µ
(ti)
m e−β(t−ti) +

κ(1− e−β(t−ti)), from which it follows that κ = w0

1−δ1
= µ∗

m = E[X∗
m] and β = − ln(|δ1|).
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